The Angelic Hierarchy: Aligning Ethical Push and Pull

Abstract

A complementary “monetary” system is proposed: a computer-based system that allows us to assess the relative pro-community altruism of individuals. Such an arrangement could provide us with an alternate means of seeking social recognition than that offered by capitalism; specifically, it offers the possibility of social recognition based on altruistic contributions to society. It is conjectured that recognition of altruistic efforts will provide the impetus for increased altruistic efforts. This proposal promises several ethical advantages to our present social arrangements. 

1. Introductory
For most of our history, human societies were limited to mostly small hunter-gatherer bands, typically made up of 50 to 150 individuals. Beginning about 10,000 years ago, larger social aggregates began to form to the point where, at present, there are many cities numbering in the millions, and nations with over a billion citizens. For a variety of reasons, some lament this revolution in our social lives, and even those of us who see the advantages decisively on the side of civilization must admit that this transformation has not been without its sacrifices. One cost, I shall argue, has been a loss of information: the ability to effectively signal and track our pro-community altruism. I shall suggest that this loss can and should be partly ameliorated by instituting the “angelic hierarchy”, a system of rating the altruism of individuals which utilizes the information processing capacities of computers to reinsert this information into our social lives. It is conjectured this system will result in increased pro-community altruism. 

2. Altruism and Pro-community Behaviour
There are many understandings of the term ‘altruism’.
 Nagel, for example, offers the following:

'any behaviour motivated merely by the belief that someone else will benefit or avoid harm by it’. Our lives are filled with such behaviour; most of it is mundane considerateness which costs us nothing, and involves neither self-sacrifice nor nobility—as when we tell someone he has a flat tyre, or a wasp is on his hamburger (1970: 16 note 1). 

Nagel’s definition has both a behavioural and motivational condition. The behavioural condition is that the behaviour is to benefit or assist another in avoiding harm. The motivation condition of course is that the behaviour is motivated ‘merely by the belief that someone else will benefit or avoid harm’. In other words, ‘altruism’, on this understanding, is a selfless act. We are all familiar with the objection that there is no truly selfless behaviour. Some object, for example, that Mother Teresa was not an altruist because her behaviour was motivated by the desire for a good seat in heaven, or that she worked with the poor in the two-thirds world in order to feel good, or to become famous, etc. The question of how motivation relates to altruistic behaviour is  complex.
  We will postpone some of these motivational questions by stipulating a term of art: ‘pro-community altruism’;

the knowing and voluntary transference of economic resources (wealth or labour) from one individual (or group) for the benefit (or avoidance of harm) to an unrelated individual (or group) without expectation of market-equivalent repayment in economic resources. 

A few comments about this definition are in order. As noted, the point of this definition is to help us avoid, at least initially, some questions of motivation. Our paradigm cases of altruism will be the acts of contributing time or money to charitable organizations. Notice however that the definition does not completely avoid motivations, since it precludes behaviour motivated exclusively by economic interests. The reason for this is that it is sometimes said behaviour that benefits or does not harm others may be motivated entirely by economic self-interest. This seems to be what Adam Smith had in mind in this famous passage:  

It is not from the benevolence of the butcher, the brewer, or the baker, that we expect our dinner, but from their regard to their own interest. We address ourselves, not to their humanity but to their self-love, and never talk to them of our necessities but of their advantages. (1991, Book I Chapter II).

If we did not exclude typical market transactions then ‘pro-community altruism’ could potentially encompass all transactions. Our aim, however, is to focus on something more specific. Thus, if one works at a kitchen in a privately owned restaurant, typically the expectation is that one will be paid the market rate: one’s labouring in the kitchen would be compensated by an hourly wage, and so would not fall under our definition of pro-community altruism. However, if one volunteers in a soup kitchen run by a charitable organization then there is no expectation of a payment for the transference of resources, i.e., no expectation of an hourly wage. The idea of equivalency here is to forestall the objection that sometimes one receives some compensation for volunteering, e.g., one might receive a small plaque worth maybe $15 from a charitable organization acknowledging hundreds of hours of volunteer effort. The point of course is that the plaque is worth considerably less on the open market than the value of one’s labour or financial contribution to the charitable organization. The point we should underscore here is that other than the stipulation that ‘pro-community altruism’ excludes market transactions, intentions are not mentioned here: to manifest pro-community altruism requires simply the transference of resources: it could be done for very selfish motives, e.g., one might donate to a charitable organization to impress a prospective love interest or to gain social prestige. We will return to the question of the relation between our term of art and intentions in section 7. In what follows, unless otherwise noted, we will often shorten ‘pro-community altruism’ to simply ‘altruism’.

3. Signalling and Tracking of Altruism
Our first task is to think more carefully about the idea of signalling and tracking pro-community altruism. The claim that we have lost the ability to effectively signal and track pro-community altruism should be carefully distinguished from the obviously false claim that we have lost the ability to perform altruistic acts. After all, at least for most affluent people, there are no serious fetters today to performing altruistic acts. Indeed, at no time in history have so many had so much opportunity to perform altruistic acts; as is often noted, the affluent people of the world could easily marshal the resources to feed the hungry, yet millions continue to die from starvation and malnutrition every year. 

To say that we have lost the ability to signal and track altruism is to make a point about information: information about the level of altruistic behaviour of individuals. To get some idea how this information is relatively hidden, consider in comparison how individuals are able to signal their wealth and track the wealth of others. A simple example ought to secure the point: suppose you send $3,000 to a charitable famine relief organization. For most people this is not an insignificant altruistic act, yet it will go virtually unnoticed in the public domain. Some organizations will send you a polite “thank you” letter for such a donation, but it is unlikely to become public knowledge, for instance, your gesture is not likely to make the evening news. If you and I meet for the first time it is not likely that I will know that you have made such a generous contribution. Even if we work closely in the same office I may never learn about your good deed. Compare that to the case where you spend the same $3,000 on a Rolex watch. When we meet it is easy to pick up the signal that you are the sort of person who (in all likelihood) is reasonably well-off. I may receive a reasonably reliable signal about your financial status by seeing that you sport an expensive watch and suit as you drive your expensive car—whether we work in the same office or we are meeting for the first time. 

The contrast here between signalling non-altruistic achievements and altruistic achievements is not absolute. On the one hand, certainly there are occasions when altruism is signalled in our societies: when the very wealthy or famous donate time or money to a charity they may make the news, they may even have a building named after them; sometimes newspapers feature a “local hero” who has donated a large amount of time to community organizations. At a more local level, someone may gain a reputation on her street for being the sort to help out her elderly neighbours by shovelling snow. However, in general, it is difficult to track the level of altruistic behaviour of others, unless you become fairly intimately acquainted with them. On the other hand, it would be obviously wrong to think that the signal we receive about the financial situation of others cannot be misleading. There are many examples of wealthy individuals whose consumption of goods is quite modest: Warren Buffet, one of the richest persons in the world, lives in a stucco house that he bought for $31,500. Some go to the opposite extreme trying to (misleadingly) signal the idea that they are wealthy when they are not—like those who are able to afford an expensive car like a Mercedes-Benz only because they live in their vehicle.

The idea of ‘tracking’ is related to signalling since it involves receiving altruistic signals, but it requires more than this. Tracking involves integrating the information conveyed by the signal into an “altruistic profile” of individuals. An altruistic profile typically involves a history of an individual’s altruistic acts, for example, in many wealthy countries this might take the form of donating money and time to charitable organizations. The reason a history is often necessary is that in effect there is nothing to show for one’s altruism other than the act itself. This contrasts with non-altruistic accumulation of wealth where one has something to show for it, e.g., a car, a home, and so on. A financial statement that lists all your assets and liabilities may reveal a full accounting of your financial resources. Clearly, however, if we had such a statement of your net worth it would not reveal your altruistic achievements. Even a history of your resources (such as a history of your net worth) will not reveal this information. If I pry into your financial records and see that your net worth has declined $3,000 from one Friday afternoon to the following Monday morning this does not tell me whether you donated the money to some charitable cause or indulged in one stupendous “lost weekend”. Mere tracking of your total resources will not reveal information about your altruism. We need a history of how you spent your resources, and only a history of your altruistic contributions will reveal this information about you. Furthermore, even a detailed history of your monetary contributions to altruistic causes will not reveal other altruistic acts on your part such as donating your time through volunteer work.

I suggested we have lost the ability to signal and track altruistic acts of individuals; but this may seem surprising given, as we have said, that it seems that tracking requires fairly detailed knowledge of the history of others. How is it possible that, while we in general know more than our ancestors, this sort of knowledge has been lost? To answer this let us turn to some features of typical social life in smaller units. For individuals living in tight knit groups of one hundred or so members it is a relatively straightforward matter to signal altruistic acts and track the socio-economic activity of others. The reason is obvious: since every individual is well acquainted with others in the band, it is often possible to ascertain the activities of each person by direct observation. Of course it seems unlikely that we will ever know all the different social forms and principles of distribution that our ancestors exhibited, however, research from the social sciences indicates that most social groups recognized some of the same distinctions we recognize, such as ‘my resources’ versus ‘your resources’ and perhaps ‘community resources’; and also the possibility of altruistically giving some of ‘my resources’ to others. Now given that members of such bands will be cognizant of the economic activities of the other members, it is possible for them to observe the wealth of others (measured in terms of their resources) and to observe the altruism of members of their band. 

This is, of course, theoretical conjecture to this point. Did our ancestors in fact signal and track the pro-community altruism of members of their social group? While it may be difficult to know the details of the social organization of our ancestors living in these small communities, even today not all humans have integrated into larger social units. This means that it is possible for scientists to study social organization approximating band life of 10,000 years ago. Research by Michael E. Price illustrates some of the points about band life quite nicely. Price looked at the relation between pro-community altruism and social status in a Shuar village in Ecuador. The village consists of about 300 residents, which is reasonably similar in size to aforementioned band life.
 Price found that there is a strong correlation between the actual altruistic contributions of members of the Shuar village studied and their perceived altruistic contribution. One aspect of the study involved having nine subjects from the village rank 25 men from the village in terms of their altruism. This was done by presenting subjects with pictures of two individuals and asking (in Spanish): “Which of these two does more, in general, to help the community?” (p.198) This question was asked of different pairs of the 25, until all 25 were sorted. Price found that there was  a strong intersubjective agreement among the nine interviewees in terms of who did  more to help the community. This intersubjective ranking was also strongly correlated with objective measures of pro-community behaviour. Specifically, the objective measures of pro-community behaviour are: the number of years they served in a (mostly) voluntary capacity for political office, attendance at community work sessions and meetings, and how hard individuals worked in community work sessions.
 That is, those who were seen by the community as making a greater contribution to the community actually did make a greater contribution according to the objective measurements employed by Price et al. The upshot of this is that the members of the Shuar village are very good at tracking the level of altruism displayed by other members of the community. As Price summarizes it: “…residents appeared to be highly skilled monitors of altruism: their perceptions of individual engagement in general pro-community altruism were highly correlated with more objective, specific measures of such engagement” (p. 198).  

This experiment also serves to highlight the impoverished information we have of the altruistic contribution of others in large social aggregates. Imagine trying to run a similar study in a city like Toronto with millions of inhabitants. This would take the form of asking a resident of Toronto to rank the altruistic contribution of 25 other randomly chosen citizens who perform altruistic acts. Chances are they will not know the 25 other people. Even if we selected the 25 people from, say, the 150 people who live closest to you, you may not know all of these individuals, nor is it likely that you would be able to rank their altruistic behaviour in the way that the Shuar villagers were able to. We can conclude then that the Shuar villagers are much better at tracking the altruistic behaviour of the members of their village than we are of tracking the altruistic behaviour of others in our cities, our co-workers or even those who live in close proximity. Obviously, the reason they are able to track altruistic efforts of their fellow villagers is that the small size of a band makes it possible to track each individual’s behaviour, while we are typically unable to track the altruistic contributions of our fellow citizens or even our closest 150 neighbours.
 

4. On the Form of the Angelic Hierarchy
I have argued that we have lost information—that our knowledge of the pro-community altruism of our fellow citizens is greatly impoverished compared with more traditional societies. I want to argue now that at least some of this information can be recaptured, i.e., that it is possible to track the altruistic contribution of individuals in larger societies. To do so we should take a page from what we have learned in tracking the behaviour of certain aspects of an individual’s non-altruistic behaviour in the market place. Think again of Warren Buffet’s enormous wealth: very little of this wealth is visible from the physical property he owns, his stucco house is hardly any indication, his most extravagant luxury item is a personal jet (named “The Indefensible”) that, while beyond the means of most of us, is still quite affordable for those who have a small fraction of his wealth. What makes it possible to consider Buffet very wealthy are a number of financial conventions, not the least of which is the idea of money itself. Buffet’s billions are mostly “on paper”, that is, money in banks, or stocks, etc. At its most basic level, money is supposed to symbolize success in the market place: if one has money then at some point something (goods or labour) must have been sold and money, in effect, then represents “goods owed”. Think of the case where the convention of money develops out of a barter economy: Suppose there is just the two of us, you produce ten oranges a day and I produce ten apples a day. Every day we barter five apples for five oranges. One day you are too sick to pick your oranges. You ask if you can have your usual five apples on credit, and offer five slips of paper each with an “IOU one orange” on each slip. The following day when you are better we barter our usual five apples and five oranges plus I give you my five IOUs for which you give me an additional five oranges, so I get a total of 10 oranges. Next time one of us is sick we decide to call the slips of paper ‘ one dollar’ rather than an ‘IOU’, but otherwise our transactions stay the same. Of course this is an extremely simplistic understanding of how the convention of money arises; but the important point is that this convention provides in effect a (partial) history of our economic transactions, specifically it provides a social record of what you are owed in goods (or services). With this convention we have an extremely efficient way to track people’s wealth. My suggestion then is that we could institute a similar monetary system for altruism. 

So the idea, at its most basic level, is to symbolize altruistic achievement with ‘altruistic dollars’ or what we might refer to as ‘angelic dollars’. The debt that angelic dollars represents is social recognition of acts of altruism, that is, the possession of angelic dollars is a means to effectively signal the acts of altruism, your angelic financial statement then will provide some indication of your past altruistic efforts. Someone who is angelically rich is a person who has significantly contributed goods or services to altruistic causes. 

Of course, setting up a new monetary system is no easy task, and here I will only be able to sketch the outlines of a proposal. In most general terms, it seems clear that if the angelic monetary system is to work, it must be perceived as fair and reasonably impervious to cheating which, in turn, means that it must be based on publicly observable and quantifiable measures. These general requirements can be broken down into a number of specific elements.

One element is the notion of a ‘legitimate altruistic transaction’. The analogous problem arises in our present (non-altruistic) market in defining a ‘legitimate market transaction’. For example, not everything can be considered a good to be sold in the market even if someone is willing to pay for it. We do not allow the selling of slaves on Ebay, even if some people are willing to allow themselves to be sold as slaves; nor do we allow the selling of some services, e.g., contract killing is an illegitimate service as is the selling of sex in many jurisdictions. So just as the non-altruistic market requires a notion of a legitimate transaction, the angelic market requires that we circumscribe what can reasonably be countenanced as an altruistic transaction. A good place to start, I believe, would be to demarcate altruistic transactions (in part) in terms of an individual contribution of time, goods, or (non-altruistic) money to registered charities. Stipulating that the charity is registered (at least in Canada and the U.S.A.) goes a long way to assuring that the cause of the charity is suitably altruistic. In order to measure one’s charitable contribution, charities could issue receipts for monies donated (as they often do for tax purposes in any event) and receipts for volunteer hours.

One reason for piggybacking on the notion of registered charities is that a considerable amount of thinking has already gone into defining the notion of a legitimate charity, and this notion can be used to help measure and define altruistic acts. One problem it helps avoid is the attempt to cheat, as in the attempt to disguise non-altruistic acts as altruistic acts. Suppose I claim to have donated money to Trinthirst, a charity that hopes to borrow from the prestige of Oxfam. A little investigation reveals that this alleged “charity” is devoted to buying beer for me. Obviously, no one would be tempted to call my actions altruistic. Fortunately, such attempts at cheating are at least partially mitigated by appealing to the idea of registered charities, for Trinthirst would never be granted charitable status under our present legal definitions of charities. 

Should legitimate altruistic transactions be limited to the donation of resources to registered charities? Certainly it would be implausible to argue that acts of altruism are limited to making contributions to registered charities. After all, helping elderly persons across a busy street or giving money to someone starving on the street are altruistic acts, yet such acts are not mediated by a registered charity. While altruistic, accounting for such acts presents at least two difficulties for the present proposal: verifying that any act occurred, and that the act was in fact an altruistic act. There would be little way of stopping individuals from claiming that they had performed some charitable act—like giving $3,000 to the “street people” of Toronto when in fact the money was spent on a weekend in Vegas. And even if we can verify that some action has occurred, like Smith gives Jones $3,000, we still do not know whether this was a charitable act. Suppose Jones turns around and gives Smith $3,000, do we now have two charitable acts? Clearly not. The transaction between Smith and Jones is obviously just a ploy to raise their altruistic rating. So, while there is no principled reason why contributing to charities is the only means to earn Angelic dollars, any proposal to expand the realm of legitimate Angelic transactions must address the problems of verifying that an altruistic act has occurred. (We will think about this problem a little bit more below). In effect, then, the present proposal is to operationally define an altruistic act as “donating time or money to a registered charity”. Again, the reason for this restrictive sense is to ensure the legitimacy of the putative altruistic action. This is at least one reason that governments do not allow as tax deductions donations of money to non-registered charities: without a trail of accountability, allowing such deductions would open the floodgates to fraud.
 

We have defined the realm of legitimate altruistic transactions as between individuals and registered charities. So individuals will earn angelic dollars by donating time or money
 to charities, but how should we determine the level of compensation? Let us work through an example to get a feel for what is at issue. Suppose Smith makes $10,000 a year  and donates $150 a year to a charity. This is a huge sacrifice for Smith given the pittance she has to support herself.  What would Jones, who makes $100,000 a year, need to donate to be considered as altruistic as Smith? At the one extreme we could say that Jones need only donate $150 to be considered as altruistic as Smith. This seems to sin against our notion of fairness: surely Smith’s sacrifice ought to be seen as more altruistic. So whatever Jones gives must be more than $150 to be seen as altruistically equivalent. But how much more? The other extreme is to insist that Jones should give $90,150 to be reduced to the same level of poverty as Smith (that is, both Smith and Jones in this case would have an income of $9,850 after making their charitable donations). I think in this case most would say that Smith’s act of altruism is far greater than that of Jones. So where between $150 and $90,150 is the amount that Jones should give to be considered equivalent to Smith’s contribution of $150? One possibility is that we should insist on equal donation as a percentage of income, thus Jones ought to donate 1.5% of her income  ($1,500) to be considered as altruistic as Smith. Again, this seems a little too easy for Jones, especially when we think of what this sacrifice would mean to their material well-being. It seems pretty clear that equal percentage is fairer than simply equal dollars or reduction to the same level of poverty. Similar considerations apply to volunteering: a single mother who has to work 60 hours a week to support her family but still manages to volunteer making telephone solicitations for a charity a couple hours a week after her children go to bed seems to be more altruistic than the person who donates three hours a week but has an abundance of time because she has no dependents and is rich enough not to have to work for a living. 

Some of the questions we have touched on involve deep issues of distributive justice. In order not to get too bogged down here, I will make some somewhat arbitrary assumptions about how angelic dollars should be distributed. Let us assume that everyone makes the same number of angelic dollars per hour of volunteering (we will modify this assumption below), while monetary donations to charities will be earned at a rate that is proportional as a percentage of income. Let me stress that before the system could be implemented these issues would have to be investigated in much, much more detail. This would be like setting up the non-altruistic monetary system, a complicated task that has required an enormous amount of tweaking. What I am interested in here is whether it is possible and advisable in principle to set up this system ignoring many of the (very hard!) details of implementation.

In order to respect the requirement of psychological realism let us assume that on average people donate 1 hour a week and 1% of their incomes (which is pretty close to the Canadian averages for people over 15 years of age). I suggest that the average altruistic person then should have an angelic salary of ♥50,000—the ‘♥’ symbolizes angelic dollars. This salary can be divided evenly between volunteer time and monetary donations. So if the Canadian average is approximately one hour a week or 50 hours a year then we could give everyone a standard wage of ♥500 an hour which is ♥25,000 a year. Donations of 1% of income will earn ♥25,000 a year. Thus someone who donated twice the average amount, that is 2% of their income, and volunteered twice as much, that is, 100 hours a year to charitable causes, would earn ♥100,000. Someone like Peter Singer, a philosopher at Princeton University, who donates a whopping 20% of his income to charities would earn ♥500,000 for this act. 

The angelic monetary system only partially addresses the tracking difficulty as can be seen from the fact that there are two serious outstanding problems. The first problem is that the angelic monetary system informs us only about the total angelic wealth of an individual, but this in itself does not tell us all that much about how altruistic an individual is. Imagine basing your estimation of Ms. Grey’s and Ms. Brown’s altruism on their angelic wealth: they are both worth ♥1,000,000. It would seem both are equally altruistic. But suppose it turns out that Ms. Grey is 19 while Ms. Brown is 89. If we assume the angelic rating starts at 18 then this means that Ms. Grey amassed her fortune over a period of 1 year, while Ms. Brown amassed her fortune over most of a lifetime. Think of this in terms of a yearly income: Ms. Grey’s average yearly angelic income is ♥1,000,000 per year, while Ms. Brown’s average is a mere ♥14,084. So, if the average angelic income is ♥50,000 per year then it is clear that Ms. Grey is uncharacteristically altruistic, while Ms. Brown is less altruistic than the average citizen. So, unless we know both the age and the angelic wealth of an individual we will not be able to accurately gauge how altruistic a person is. The second problem is how to signal one’s angelic wealth. One obviously cannot use angelic money to buy a Rolex watch, or a Mercedes-Benz etc., so luxury material goods cannot be used to signal angelic wealth. Indeed, altruism means a diminishing of one’s resources (time or money) so what is required is some way to represent this “loss”. What is needed is a symbolic system for conveying this “loss” or “debt”, i.e., a system to symbolically display angelic wealth. 

To answer these problems let me introduce the last major element, the angelic hierarchy. The idea of a hierarchy of angels is taken from the theological tradition that ranks angels from the most angelic at the top, Seraphim, down to the least angelic, the Angels, at the low end. 

	1. Seraphim

	2. Cherubim

	3. Thrones

	4. Dominions

	5. Powers

	6. Authorities

	7. Principalities

	8. Archangels

	9. Angels


Our use of this hierarchy would be to rank individuals in terms of their altruism; the most altruistic earning the designation ‘Seraphim’, while the least altruistic meriting the designation ‘Angels’.
 This hierarchy is intended to solve the two aforementioned problems simultaneously. 

With respect to the first problem, one way to address this would be to calculate a person’s yearly altruistic contribution and assign an angelic rating on this basis. For example, suppose we set the following benchmarks for different angelic levels:

	Title
	Yearly Average Income

	1. Seraphim
	♥1,000,000

	2. Cherubim
	♥500,000

	3. Thrones
	♥200,000

	4. Dominions
	♥100,000

	5. Powers
	♥50,000

	6. Authorities
	♥40,000

	7. Principalities
	♥30,000

	8. Archangels
	♥20,000

	9. Angels
	♥10,000



So on this assignment, Ms. Grey with her yearly average income of ♥1,000,000 would be a Seraphim and Ms. Brown with her average of ♥14,084 would be a (mere) Angel. Of course this assumes that we should evaluate individuals as a straightforward average over their lifetime. Accordingly, if you contribute steadily for a number of years but then you choose to coast long enough (you do not donate time or money) then your angelic rating will go down. On the other hand, if you have built up sufficient good deed capital then it is good that the system doesn't punish too severely short-term coasting. If you have spent a large portion of your life as a non-altruist then it will be difficult to raise your angelic rating. Of course, this is only one possibility. Other possibilities include rating just the previous year or weighting the recent years more heavily. This too is something that would have to be examined in some detail.

The second problem we mentioned is how to signal and track the altruism of others. As we said, this will require some symbolic associations and the angelic hierarchy will be an integral part of this. The hope is that people will see this as part of their identity and signal this fact in the same way that they might signal other aspects of their identity. For example, the convention might arise to introduce people by their angelic title; for example, Peter Singer might be introduced as ‘Seraphim Professor Peter Singer’. Other possibilities are to use ornaments to symbolize altruistic achievement in the same way that we use coins and notes to represent money, medals to symbolize bravery, or medallions success at the Olympics, or rings to symbolize being a member of a winning Super bowl team, etc. One might proudly display one’s Seraphim ring or earring. Less public displays of one’s altruistic rating might be limited to stating one’s altruistic rating on one’s resume. 

5. On the Administration and Practice of the Angelic Hierarchy
That is the angelic system in bare outline. Obviously, there are many questions about organization and assessment that would need to be addressed. One question is how the angelic system would be administered. Given that the participation in the angelic system is supposed to be voluntary, perhaps the best way to administer the system would be to set up a charitable organization that took on the administrative responsibility; they would form the angelic merit board. One possibility is that the angelic merit board might be open to all, and management positions would be determined by a popular vote.

One of the tasks of the angelic board would be to administer the angelic dollars and determine the angelic level of individuals. One way to do this would be for individuals to send in an angelic income statement (perhaps on a yearly basis) that would summarize their charitable contributions for that year. In support of your declaration you would send it receipts for the monies and time you have donated that year as well as a copy of your income tax. A simple computer program could then calculate your angelic rating. As indicated above, the computation would involve two components: the number of hours you have volunteered that year multiplied by ♥500 would be used to determine this portion of your angelic income. As well, the computation would take your total monetary donations to charitable organizations as a fraction of your income and multiply this number by ♥25,000. The sum of the two numbers would yield your total angelic income for the year. The program then would add this to your lifetime total and divide by your age minus the angelic start age (age 15 or 18 perhaps). The program then would spit out your angelic rating. It should be clear then that it would not be necessary to actually print any angelic dollars, as computers could track the whole system. Indeed, one of the best ways of usurping attempts to cheat the angelic system is to insist that all angelic dollars earned would leave such a “trail of accountability”. 

Another task of the angelic merit board would be to publish the results in “angel books”. These would be like the “white pages” of a regular telephone book, but in place of a phone number would be one’s angelic rating. Again, there is no need to think of printing them on paper, for these books might be published on the Web. In this way one could check the veracity of claims to angelic merit: anyone who calls themselves a Seraphim or wears a Seraphim earring when they are merely an angel would likely soon be exposed. Anyone who did not submit an angelic statement could be granted the lowest level by default. 

One consequence of the angelic system being run by a private charity is that it will be possible for individuals to participate or opt out of the system as they see fit. One of the virtues of this idea is that it may work best if it is not a coercive institution like that of a government.
 In practice this may mean that only the more altruistic will participate in the system. Non-altruists will likely not wish to advertise their lack of altruism. Another consequence of the angelic system being run by a private charity is that it will have no claim to a monopoly. What this means is that there could be more than one system operating at a time. This in itself may not be a bad thing. This may add pressure to each angelic system to seek to be as fair as possible. That is, an angelic system that was not fair would tend to lose adherents while an angelic system that seeks to be fair is more likely to have a broader constituency. 

How would the system operate in practice? Clearly, there is potential for it to affect decisions concerning careers, business, education, family and friends. One possibility is that, other things being equal, a company might prefer to hire the candidate with a higher angelic rating. Likewise, persons on the job market might base their decision on which company’s offer to accept based on the altruistic rating of the company’s current employees. Companies themselves might also have an angelic rating based on their charitable contributions and the extent that they donate employee time to charitable causes. As a consumer, if you are faced with choosing between two seemingly identical products offered by different companies, you might choose the product sold by the company with a higher angelic rating. Companies with a high angelic rating might market themselves to consumers in this way. Products on store shelves could have the company’s angelic rating advertised next to the price. As suggested above, universities might set, as part of their admission criteria, a certain angelic rating or at least use it to distinguish between otherwise identical candidates. (In fact, some universities already have a section on their application inquiring about prospective students’ volunteer experience). Families might take pride in their collective angelic rating. Or one might brag that they dumped their previous partner because he or she was a mere archangel, while their new love interest is a Cherubim. Knowing the angelic rating of political candidates may affect electoral decisions.

We will look at some possible consequences of adopting the angelic hierarchy in more detail in the next section. We will conclude this section by addressing three important potential obstacles to implementation: initiating the system, cheating and respecting fairness. The first obstacle to be discussed, then, is how to get the system started in the first instance. Like many conventional systems, the angelic hierarchy requires a reasonable number of persons to understand and obey the norms of the convention, but no one is likely to subscribe to the system unless its norms are generally understood and supported. Which is to say that the angelic hierarchy faces the problem that confronts many conventional systems: how to get sufficient momentum or a “critical mass” of people obeying the norms. This problem should not be taken lightly; nevertheless, there is no deep theoretical problem here since other conventional systems, such as the monetary system, have surmounted this problem. The problem boils down to a practical problem of how to successfully market the idea to make it attractive. I think getting well-known benefactors to participate in the system, for example, those who would already qualify as Seraphim might want to sign on. Hollywood or sports celebrities might be persuaded to support the idea and help give the system some momentum. It is worth noting that unlike our current monetary system, this one could actually begin working quite well with only a few people using it, e.g., suppose initially only a single university has, as part of its admission criteria, an applicant’s angelic rating. A small step like this might be sufficient for the system to gradually gain momentum. After all, if the university receives 10,000 applications a year, and each of these applicants must submit  their angelic rating as part of the admission criteria, the system would garner at least some exposure.

 A second practical problem is the possibility of cheaters.
 Surely it would have to be admitted that, like any system, there is a possibility of cheaters. But of course this cannot be a decisive criticism of the angelic hierarchy’s practicality. After all, some people succeed in milking the banking system but from this we don’t conclude that the banking system should be abandoned; and some people distort the market system by price-fixing, but from this we do not conclude that the market system cannot work. For the possibility of cheating to be a decisive criticism it would have to be that cheating is so systemic that the angelic system cannot be maintained. This may be another duty of the abovementioned judicial system: those accused of milking the system would have to face their day of judgment in the angelic court. So suppose you are head of a charity and I offer a bribe to you to lie on my behalf supporting my claim that I volunteered 40 hours a week at your organization and donated millions of dollars. This would do wonders for my angelic rating. I suspect that others that know me personally might discover my angelic rating was wrongfully obtained and would be tempted to report me to the angelic court. Indeed, I think the temptation here to report would be at least as great as turning in tax cheaters, and so form a powerful corrective to potential cheaters. (There is lots of evidence from the social sciences that people are very willing to punish cheaters, even to the punisher’s own detriment).

Like most conventional systems, the angelic hierarchy seems likely to succeed only if it is perceived as relatively fair. In which case it seems there is a third obstacle: If the angelic hierarchy were to meet some acceptance in society then it could easily work to the detriment of the disadvantaged. Imagine a single mother on social assistance with 3 children under the age of 5. She is not likely to have the time or money to significantly boost her angelic rating. This raises the possibility that if she applies for work or some educational opportunity she may not succeed because of her angelic rating, e.g., imagine a prospective employer has to choose between her and another candidate with identical work experiences, and chooses the other candidate based on a higher angelic rating. 

Certainly if this was inevitable it would work against the spirit of the angelic proposal because it would seem to penalize those most in need. However, I suggest that those who cannot contribute because of overwhelming familial obligations, mental or physical challenges, etc., ought to be granted Seraphim (or some other high level) status. In other words, for those who cannot contribute there should be a presumption that they would contribute at a very high level if they could. This sort of presumption, then, would mitigate any unfair disadvantage. The basic principle that seems appropriate here is that people should only be expected to contribute relative to their circumstances.
 Clearly there are practical problems about how to accommodate this presumption. Rules could be formulated for how this principle ought to be applied. Here again we might invoke the powers of the aforementioned angelic judicial system. Individuals could be permitted to appeal their rating to the judicial system by pointing out circumstances (e.g., looking after an ailing parent) that prohibit them from contributing to charitable organizations. The judicial system then would assign appropriate angelic compensation.

6. Conjectures
There is no denying that implementing the angelic hierarchy is a social experiment. It may not be as radical in its effects as other social experiments such as  granting women the vote last century, or the prohibition era in the U.S., also last century.. But like these social experiments, there seems to be the possibility of success or failure. I take it that it is agreed that extending suffrage to women was an overwhelming success. Critics at the time suggested (among other things) that women would vote simply as their husbands or fathers told them to because they did not possess the “manly” virtues required for proper participation in politics. Of course such a prediction looks silly (to put it mildly) to us today, but it was not something that was known for certain to be false in advance of running the experiment. I take it too that it is generally agreed that the prohibition experiment was a resounding failure. Again, the effects on society were known only after running the experiment: all the a priori theorizing about what would happen if prohibition were instituted did not help resolve the issue. Similarly, all the a priori theorizing about the angelic hierarchy will not permit us to know its effects on society if it were implemented. To know these with any certainty, the angelic hierarchy must be tried. Of course we may be able to predict with at least some confidence what would happen, so in this section I will attempt to do three things: First, to make clear, in the form of a series of conjectures, the possible or likely consequences of widespread adoption of the angelic hierarchy, second to suggest how these conjectures might be confirmed or infirmed, and third say something about the moral worth of these potential consequences.  

Conjecture 1: The angelic hierarchy will raise the average level of pro-community behaviour. 

Confirming or infirming this conjecture may seem fairly straightforward. We have pretty good empirical data presently on how much time and money people donate to charitable organizations. It would seem a pretty clear-cut matter for social scientists to collect data about the average level of time and money people contribute after the implementation of the angelic hierarchy to confirm or infirm whether it indeed had the conjectured effect.
 If the average level of time and money contributed to charities rises after the implementation then it would seem we would have some confirming evidence of conjecture 1.

The reasoning in the previous paragraph is hedged to allow for a potential complication here. Imagine that the average level of contributions to charities in fact goes up but  there is a siphoning effect from other pro-community activities. A simple example may serve as illustration: suppose Jill regularly shovels snow for her elderly neighbour and works at a soup kitchen dedicated to feeding the homeless in her city. The former activity is not one that would earn her angelic dollars because it is not overseen by a charitable organization, whereas the latter activity we will suppose is under the jurisdiction of a charitable organization. Imagine the soup kitchen asks her to begin working a couple of mornings a week. Jill agrees but as a consequence it interferes with her ability to help her neighbour. Some mornings she will not be there to shovel snow, and other times she may simply be too busy because of the extra hours volunteering at the soup kitchen. So, although Jill’s angelic rating may go up, it does not show that Jill is actually doing more in terms of pro-community efforts. In effect, she has simply redistributed her efforts from one activity to another. If this sort of redistribution were widespread, we might get a false positive as to the effectiveness of the angelic system. 

This is certainly a possibility that cannot be ignored. It seems that at least in some cases there may simply be a redistribution of where individuals apply their efforts rather than an increase in pro-community efforts. So, the mere fact that charitable donations increased after the institution of the angelic hierarchy would not be sufficient evidence for the claim that pro-community efforts have increased, precisely because there could be this siphoning effect. However, the degree to which there is a siphoning effect, in principle, can be measured by social scientists, and so we would have to add this as an additional data point when attempting to gauge the effectiveness of the angelic hierarchy. Obviously the question will not simply resolve to whether there is a siphoning effect from non-measurable pro-community altruism (shovelling the neighbour’s walk) to measurable angelic efforts (working in the soup kitchen), since this too in itself will not show that the angelic hierarchy is not effective in promoting pro-community efforts. For the question is whether the siphoning effect will be more than compensated for by any increase in efforts directed towards charitable organizations. Imagine, for example, Jill previously spent an average of 20 minutes a week shovelling snow for her neighbour but now spends an additional 4 hours a week at the soup kitchen. This would mean a net gain of 3:40 minutes of pro-community effort even though there is a siphoning effect here. Nor do we need to assume that the elderly neighbour must lose. Suppose that a charitable organization is set-up that coordinates volunteers to shovel snow for the elderly, and so Jill’s elderly neighbour would have others to clear her snow. 

If conjecture 1 is true then there is a potential for a morally good outcome. As we have said, angelic efforts will be directed through charities, and charities themselves typically promote goals that we would recognize as morally salient, e.g., helping starving children, protecting animals, promoting literacy, saving the environment, etc. So, the moral claim here is that the world will be better off, other things being equal, if people were to donate more time and money to charitable organizations.
 

Conjecture 2: The angelic hierarchy will increase the average pro-community altruism of those in positions of power in society. 

Conjecture 2 is obviously related to Conjecture 1, but it is also distinct: Conjecture 1 makes a prediction about community-wide altruism, Conjecture 2 makes a prediction about a proper subset of the general population. The two conjectures are independent because it seems entirely possible that average pro-community altruism might rise, but that the average level of altruism might not rise for those in positions of power. Imagine two otherwise equal political candidates; one of whom spends his money on advertising and shaking hands with potential voters, while the other has less money to spend on advertising because of donations she has made to charitable organizations and less time to court potential voters because of time spent volunteering. It may well be that the former is a better strategy for a political candidate. It part, it seems, this will depend on how much influence a candidate’s angelic rating has on voters. Conjecture 2 suggests that politicians and others in positions of power will not use the strategy of minimizing their pro-community altruism, but in fact would devote more time to charitable organizations after the implementation of the angelic hierarchy. This conjecture might be evidenced in a similar fashion to conjecture 1, with the same caveats. 

The moral benefit here is that if positions of power are increasingly occupied by those that donate large amounts of time and money to charitable causes the hope is that this will bring a certain public-mindedness to their decisions qua brokers of power. A politician or business leader who is actively involved in charity work seems the sort of person who is more likely to wield political or business influence to help or at least not harm those most in need. 

Conjecture 3: Increased social status will be conferred on those who signal the highest angelic rating. 

In our society, enhanced social status is achieved typically through such means as educational attainment, the accumulation of money or by entering a profession or career that is considered prestigious. The conjecture is that with the introduction of the angelic hierarchy, one’s pro-community behaviour will have an increased effect on one’s social status. In order to test this conjecture we would need to use the tools social psychologists and sociologists employ to measure social status at present. Controlling for things like education and profession we would measure the effect on social status of pro-community behaviour. If this conjecture is correct, then we should see a rise in the social status of the most altruistic (again, controlling for the other variables). In other words, the empirical conjecture is that people in our society will behave like the Shuar villagers. The villagers hold in higher esteem those who exhibit greater pro-community altruism and so the conjecture is that we should observe the same effect if we were to institute the angelic hierarchy in our society.

The moral good here is that it seems to be good that those who do more to help others should be acknowledged and held in higher esteem, and so if this conjecture is correct then the angelic hierarchy may promote these ends. Why we might think this is morally good can be seen from a simple example: at my old university there is a wall with plaques acknowledging persons that contributed substantial sums of money to the development of the university. I take it that most believe that it is good that the university acknowledges the contributions of such individuals. The angelic hierarchy in effect formalizes this type of policy to include even smaller acts of charity, and it also makes allowances for the relative contributions of individuals. The plaques on the university wall are grouped by dollar amounts. There is nothing that explicitly states that those who have contributed more are more generous, but then I take it that the university feels that there is something significant about the differential amounts contributed; why else group the names according to dollar amounts? An alphabetical listing of all names with no mention of monetary contribution might have been more appropriate if there was no suggestion that some contributions are more generous. However, unlike the angelic hierarchy, this grouping of the plaques makes no allowance for the fact that there may be some reason to believe that someone who gives their entire lifesavings of $5,000 should be considered more altruistic than a multibillionaire who donates $50,000. To a person with this kind of wealth, $50,000 is mere pocket change. Now imagine the $5,000 comes from a disabled person living on a very meagre pension who accumulated the money through years of denying herself anything more than the bare material necessities of living, just so that she can give to her alma mater. 

Admittedly some feel uncomfortable about the idea of holding in higher social esteem those who perform more pro-community altruism. One reason may be that this will corrupt people’s purer motives. But this objection aside (which we will deal with below) surely other things being equal it is better that we acknowledge and hold in higher esteem those who do so much for the less fortunate. Imagine following through on the advice not to acknowledge those who perform more pro-community service. Would the Shuar be better off if the most altruistic amongst them was not held in such high esteem? For example, would they be better off if other variables, such as the type favoured in our society—education and monetary status—had greater influence, and like us, if altruism had very little effect on their social status? Surely the answer to these questions must be in the negative. Indeed, ours is an inverted world: we tend to hold in higher esteem those who accumulate wealth for themselves rather than, as do the Shuar, hold in higher esteem those who work for the benefit of others. 

Conjecture 4: The angelic hierarchy will promote moral educational outcomes.

Developmental psychologists and other social scientists have some idea of what we do at present in the way of moral education. In other words, we have a decent baseline reading of what moral education consists of , and what it achieves thanks to researchers like Lawrence Kohlberg, Carol Gilligan and many others. If conjecture 4 is correct then the angelic hierarchy will enhance this process. One way this conjecture might be tested is to see whether it has any effect on the role models children aspire to. Consider, for example, that many young persons today say that they hope to be rich when they grow up; a Hollywood star or a professional athlete. If this conjecture is correct the angelic hierarchy may provide them with a different type of role model: perhaps more will aspire to be a great altruist, e.g., a Seraphim, one day. Assuming that encouraging pro-community altruism is one moral education result we hope to promote
, then the good the angelic hierarchy provides is a means to promote this end.

Conjecture 5: The angelic hierarchy will increase the role that pro-community behaviour plays in admission, employment, consumer and personal relationship decisions. 

Pro-community altruism presently plays some small part in admission, employment, consumer and personal decisions. Some university  programs look more favourably on applicants who have volunteer experience, some employers look favourably on prospective employees’ volunteer experience even in unrelated fields, consumer decisions are sometimes influenced by the knowledge that certain companies are associated with certain charities, and love and friendship may be influenced by the level of altruism. Again social scientists should be able to help us gauge how much effect pro-community altruism has on our present decision-making in this connection and then compare the results after the implementation of the angelic hierarchy. If this conjecture is correct of course we should see a larger effect on decision-making. 

In general, the positive moral good that this may have is that it will permit altruists to be acknowledged and rewarded. Obviously one potential danger is that rewarding altruism might play too large a role in our decision-making. For example, a university program that placed too much emphasis on pro-community altruism could potentially see its academic standards drop—imagine students’ grade point averages  are  irrelevant to admission and only a candidate’s angelic rating is considered. Similarly, employers could end up with incompetent employees if they place too much emphasis on pro-community altruism, consumers could end up with shoddier products if too much emphasis is placed on pro-community altruism, and our personal lives might suffer if we do not seek in others other virtues than pro-community altruism. Admittedly there is little real danger that this might happen, but it does tell us that pro-community altruism should probably play some lower role in a lexically ordered decision-making process. For example, universities might select candidates in the first instance on the basis of their GPA and their ability to pay, and then, and only then, use an angelic ranking of candidates to distinguish otherwise identical candidates. So, if there is one admission spot left and three candidates with a 3.4 GPA then the angelic ranking could be used to select the Seraphim in preference to the other two mere Angels. Similar remarks apply to the other decision-making processes. It is probably too much to even think that consumers would generally pay more for a vastly inferior product simply because of the company’s angelic rating. On the other hand, consumers might choose one gas station over another if the price and the product is the same, but one has a higher angelic rating. Similarly, it would be absurd to think that our preference for mates would be based solely on an angelic rating, obviously there is much more to compatibility. However, this is consistent with the idea that those with a higher angelic rating, other things being equal, might be seen as better potential mates. 

Evidence for this again would come from the social sciences. We have some idea how much emphasis universities place on pro-community altruism of applicants, how much emphasis consumers place on buying products from “socially conscious” companies, and how much pro-community altruism affects mate selection. If this conjecture is correct, then the angelic hierarchy should cause such decisions to place more weight on pro-community altruism, but not to the point where an angelic rating is the sole determinate of such decisions. 

7. Altruism, Motivation and Consequences
 At last we consider what may well be the most serious objection to the angelic hierarchy, the “intention objection”. In a nutshell, the criticism is that the angelic hierarchy does not encourage the appropriate intentions. As intimated in section 2, in order to understand motivation objection it will help to think a bit more about ‘altruism’. Let us start by considering again Nagel’s understanding of ‘altruism’ which we will think of as ‘pure altruism’: 

any behaviour motivated merely by the belief that someone else will benefit or avoid harm by it’. Our lives are filled with such behaviour; most of it is mundane considerateness which costs us nothing, and involves neither self-sacrifice nor nobility—as when we tell someone he has a flat tyre, or a wasp is on his hamburger (1970: 16 note 1). 

Pure altruism is defined exclusively in terms of intrinsic motivations: an intrinsic motivation is the “pure” motive to help others. Extrinsic motives are self-regarding motives for helping others, e.g., helping others because it increases one’s own happiness. With this distinction in mind, the essence of the motivation objection to the angelic hierarchy is as follows: The angelic hierarchy measures only behaviour and assigns a rating entirely on this basis; the angelic hierarchy is indifferent to motivations both intrinsic and extrinsic. Since motives are irrelevant to the assignment of the angelic rating, the angelic hierarchy cannot achieve the goal of raising the level of pure altruism. Indeed, since it provides people with a possible means to increase extrinsic motivation, the angelic hierarchy is likely to have a corrupting influence on acts of pure altruism.

7.1 Possible and Actual Motives

Since the objection focuses on motives for action, an obvious response here is that we might also evaluate in terms of consequences of action. We will examine this line of response below in section 7.3, but for the moment, let us focus on intentions. The first thing we should note is that the objection is, at least in part, an empirical prediction. It predicts that people will act on the basis of certain intentions if the angelic hierarchy is introduced. However, there is certainly room to wonder how plausible this prediction is. After all, it hardly follows from the fact that agents could have extrinsic motives for an action that the action must be performed for that reason. Suppose you see a film crew on a bridge above you and as you turn to look at the river below you see a child  drowning.
 After saving the child you are reproached by others for having saved the child so as to get your fifteen minutes of fame on television. They say your act is not morally praiseworthy because it was not done for the right reason. However, the fact that you may have saved the child to get on television does not show that in fact this was the reason that you saved the child. More likely is the possibility that you saved the child because you wanted to help the child, not because you were trying to get on television. Similarly, the mere fact that one possible reason for donating to charities is to improve one’s angelic rating, and thereby improve one’s social standing, does not in itself show that this is the reason that one has done so. What is missing in the objection is evidence that a possible motive is the actual motive.

Still the objector may press the point here by suggesting that if contributions to charities went up after the angelic hierarchy was introduced we might have some evidence that people were contributing for extrinsic reasons, namely, to raise their angelic rating. To which it may be said that there is no reason to suppose that this cynical view must be true. We can equally imagine an Aristotelian type result: suppose people initially increase their contribution to charities to raise their angelic rating, but over time they begin to realize that donating is a good thing to do irrespective of the boost in their angelic rating. As an analogy, suppose the great policy maker decides we should encourage people to play chess by offering them a small gummi worm (a soft candy) for every game played. Forty years later we find more people play chess. It would be wrong to infer from this evidence that people play chess for gummi worms. The cause of some children learning to play chess in the first instance may no doubt at least in part be attributable to the reward of candy. However, the sustaining reason is the rewards that playing chess provides. (After all, most adults are likely to not want or eat the gummi candy). Similarly, people may initially start or increase their volunteering efforts in order to increase their social prestige via a higher angelic rating, but then be motivated to continue because they find helping others intrinsically rewarding. Certainly this is the case with at least some people at present: I have heard from a number of students that their initial motivation for volunteering was to improve their chances for admission to some university program only to realize that they find volunteering compelling irrespective of any payback in terms of admission. Again, the mere fact that people could have an extrinsic motive is not sufficient to show that they do have a extrinsic motive. This line of thought is further reinforced by the psychological theory of cognitive dissonance which suggests that if our behaviour and attitudes are  misaligned, our attitudes will often bend to conform to our behaviour. In this case, if our initial reason for volunteering is the extrinsic motive of wanting to publically appear to be promoting the good of others, and so lack intrinsic motivation, the theory of cognitive dissonance predicts that we will eventually come to have the appropriate attitudinal states: our attitudes will become consistent with our behaviour—we may well develop intrinsic motivation. In other words, over time, the motivation for volunteering may change from extrinsic to intrinsic. 

Even if we concede that the angelic hierarchy is not likely to increase the incidence of pure altruism, it still may be the case that the angelic hierarchy encourages ‘impure altruism’. Impure altruism shares the same behavioural condition as pure altruism, that is, the relevant behaviour is to benefit or assist another in avoiding harm. The extremely austere motivation condition of pure altruism—that the motivation for behaviour is purely for the benefit or avoidance of harm of some other—is relaxed to allow, in addition, some self-regarding motivation. In other words, impure altruism appeals to the idea that mixed motives may be at work, what Sober and Wilson (1998) call ‘motivational pluralism’. A simple example might illustrate this. Suppose you shovel snow for the elderly couple that lives next to you. A year later she dies and subsequently I notice that you no longer shovel snow for your neighbour—he has had to hire someone to clear his walks. When I ask you about this you respond that you didn’t mind shovelling when she was alive because she always said thanks. You quit shovelling for him, because he never said thanks, rather he seemed to expect you to shovel snow. To which I respond: “I see. You were in effect being paid in gratitude—her thanks. I am willing to hire you at four times your previous salary: I will say thanks before you start, and yell “thanks” out the window twice while you are shovelling and once when you are finished.” To which you respond that you were not shovelling simply for her thanks, but rather, because you thought that the couple had a genuine need for your help. Since you and I are the same age and physical health, I have no particular pressing need for my walks to be shovelled other than my laziness, all the gratitude in the world would not get you to shovel my walkways. In this case we might say that your altruism is not pure, because it seems you are motivated in part by the expectation of a modicum of gratitude. On the other hand, gratitude is only a necessary not a sufficient condition for motivation, since you will not shovel my walk no matter how much gratitude I am willing to express. Part of your impure motivation, perhaps the lion’s share, for shovelling the couple’s walkways is that you thought the couple would benefit from your services. The example illustrates the difference between pure and impure altruism. In this case, you are not a pure altruist, since it seems that at least part of your motivational set is extrinsic, in particular, the expectation of gratitude. 

The point of this example is not to suggest that impure altruism is equally praiseworthy as impure altruism. Indeed, let us concede, that impure altruism is less praiseworthy. (We will revisit this assumption below). The point here is that it should make us wonder how many cases of pure altruism there are. After all, you would hardly be alone in having difficulty in continuing to shovel snow for someone who is ungrateful. Furthermore, they are numerous empirical studies that show that those engaging in pro-community activities are happier for helping others.
 Notice that we do not have to say that the sole or overriding reason people engage in such activities is that they are made happier by doing so; only that they derive some modicum of benefit from it. The implication here is that such efforts do not count as pure altruism, since pure altruism is spoiled by even a wisp of extrinsic motivation. 

The motivation objection to the angelic hierarchy then faces the following problem. If the objection is that instituting the angelic hierarchy would undermine pure altruism then the objection does not seem too cutting, since there may well be very little pure altruism—the wisp of extrinsic motivation may be nearly ubiquitous. On the other hand, if the objector concedes that most of the behaviour we now regard as altruistic, such as persons donating time and money to charitable causes, is in fact impure altruism, then it is not clear that the angelic hierarchy undermines impure altruism. For although it may be conceded that there is some extrinsic motivation—the conjectured higher social esteem that such a ranking might bring—still this is consistent with impure altruism.

7.2 Is Pure Altruism More Morally Valuable than Impure Altruism?

Nevertheless, this may seem like an admission of a less than ideal situation, for the argument suggests that at best the angelic hierarchy promotes impure altruism, but not what seems more morally valuable: pure altruism. In response we will make two rebuttals. The first challenges received wisdom that impure altruism is necessarily second best. The second questions the value of motives as compared with consequences. 

So, our first argument maintains the counterintuitive conclusion that, other things being equal, impure altruism is sometimes more morally valuable than pure altruism. We can approach this conclusion from two perspectives: the provider of altruism and the patient of altruism. In terms of the provider, there are arguments dating back to Aristotle that suggest that the most morally praiseworthy person is one who takes pleasure in being virtuous. It is not implausible to see some overlap between being virtuous and being altruistic, e.g., if you donate money to a homeless person this might be described as exercising the virtue of benevolence or being altruistic. If we think that the person who takes pleasure in being benevolent in this case is more morally praiseworthy than someone who does so merely out of a sense of duty (the merely continent in Aristotle’s terms), then we will have some argument that impure altruism is more morally praiseworthy than pure altruism. For if persons take pleasure in being altruistic then they will have some motive other than what is allowed by pure altruism. Of course Aristotle and others maintain that if my act is to count as morally praiseworthy it must not be done for the sake of pleasure, but for the sake of doing what is right. Still, the fact that the agent benefits in some way from the action, specifically receives pleasure from the activity, does not undermine the praiseworthiness of the action. I am not suggesting that merely invoking Aristotle here settles the long-standing debate, only to make a more limited point: there is a long tradition of seeing the possibility of some extrinsic motivation as actually required by the truly virtuous.

Less familiar is the possibility of viewing altruism through the lens of the patients of altruism. I suspect that as altruism theorists we often implicitly put ourselves in the shoes of the altruist provider. But let us think for a moment what it might be like to be an altruistic patient. Imagine you are the elderly person in our previous example and so you benefit from Bob shovelling your walk. As a patient, wouldn’t you feel better having the opportunity to thank Bob, and wouldn’t you feel better if you knew that several other neighbours noticed Bob’s efforts and also thank him for his pro-community efforts? Supposing that I was the elderly neighbour; I know that as recipient I would be pleased to hear that Bob had received a little something in return: gratitude and the knowledge that his efforts were held in esteem by our neighbours. The benefit of impure altruism is that it allows community to flourish between altruism providers and altruism patients: patients are able to reciprocate with their gratitude and esteem. And to the extent that we care about others in our community, and humanity as a whole, we are all in some sense altruism patients. Suppose Jaspreet shovels the snow of her elderly neighbour who lives six doors down from Bob. Bob may show his appreciation for Jaspreet's efforts and holds her in high esteem for her good works. Compare this with the case where Bob and Jaspreet perform their altruistic acts in complete anonymity in order to ensure that their altruism is pure—in white camouflage they shovel snow before anyone else on the street wakes up. As altruism patient I would lose out on the opportunity to express my gratitude, and the satisfaction of knowing that others on my street hold Bob in esteem and acknowledge him for his good works. We as a community lose out on the opportunity to encourage community by acknowledging Bob and Jaspreet’s good works, and we lose the opportunity to express our gratitude. In other words, we are all in some sense patients of altruism, if only indirectly. To the extent that I hope for a better world and better lives for all, my hopes are realized in some small part by the altruistic efforts even of those working on the other side of the world. To the extent that I am an altruist patient and I can acknowledge and hold in esteem the work of all altruists, I am better off. 

It is important to see that while the angelic hierarchy might serve to help make more visible good works,  it does not obligate gratitude or esteem from society. Gratitude and esteem, if they are given, are given freely. To see this,  imagine the angelic hierarchy operating in a community where Bob is the only altruist, and the rest of the community is made up of the fictional characters that sometimes populate philosophical and economic works: the completely self-regarding economic maximizer. When Bob wears his Seraphim ring to signal his high level of altruistic activity others in the community merely laugh at him and call him the village idiot: they can see no economic advantage in shovelling snow for free. And while some of us may think that Seraphims are dupes, most of us would welcome the opportunity to acknowledge and express our gratitude to Seraphims. Of course, as it stands now, most Seraphims work in anonymity. As noted above, the angelic hierarchy does not obligate Seraphims or anyone else to signal their angelic status, and perhaps this is to the good since many might prefer to remain anonymous.
 However, if the argument here is on track, then signalling their level of altruism (even if they would prefer to remain anonymous) is one further bit of service to the community: it permits the expression of esteem and gratitude by the rest of the community. 

7.3 Consequences Versus Intentions

Thus far we have been assuming that the intention objection is correct at least to this extent: intentions are important for moral appraisal of acts. As is well-known, this assumption is not universally accepted. For example, Mill famously wrote, “He who saves a fellow creature from drowning does what is morally right, whether his motive be duty, or the hope of being paid for his trouble…” (Chapter 2). With this in mind, the intention objection seems open to a very blunt consequentialist rebuttal: Who cares about motives in a world where there are so many hungry children to feed, so many lost puppies to find shelter for, and so much of the environment to restore? What matters is the helping behaviour—feeding children, finding homes for puppies and restoring the environment. If the angelic hierarchy can promote these ends it ought to be heartily endorsed. This view says that if Jack gives money to a starving homeless person this action might be considered just as good whether Jack’s motive is simply to help others or simply to impress his girlfriend Jill. If one holds such a moral theory, then clearly the intention objection has no traction. For if we assume that people are offering their time and money to charitable organizations at an increased rate due to angelic hierarchy rating then it does not matter what their motive—intrinsic or extrinsic—for doing so. What matters is that in doing so they are promoting a morally valuable state of affairs, namely, the goals of the charities they contribute to. Proponents of consequentialist moral theories are quick to point out that someone who is saved by Jack’s act probably cares relatively little about the motive for the act of altruism and much more about receiving food. If the angelic hierarchy does not increase pure altruism, but manages to encourage people to feed more hungry children, shelter more lost puppies and promote environmental remediation, then surely this should count towards the view that it is morally desirable. 

Now it may be objected that this response turns on a controversial version of consequentialism in which intentions count for nothing.
 The consequentialist objection can be amended to take into account this thought by acknowledging that even if intentions are important, so too are outcomes or consequences.
 Since good outcomes are extremely important, if the angelic hierarchy can serve to promote these good results, this should count in its favour. 

Most of those not under the tutelage of any particular ethical theory agree that the best case is where good intentions and good consequences align: the best future is one where the greatest number of good consequences (e.g., homes found for puppies, etc.) are performed by people with good intentions, and the worst future is one where the greatest number of bad consequences are intentionally brought about. More difficult is what to say about potential trade-offs between good intentions and good consequences: should we prefer a world where more children are fed for less than praiseworthy motives, or should we prefer a world where more children starve, but there are more praiseworthy motives operative? (For example, suppose in the former world 100 people work at the food bank for non-noble reasons and manage to feed 1,000 people, while in the latter 5 work at the food bank for praiseworthy reasons and manage to feed 50 people). Most people I think will take the world with the better consequences in preference to the world with better motives. So, even if the angelic hierarchy forces a trade-off—it promotes good consequences at the expense of good motives—still I imagine that most would accept this trade-off even while conceding that it would be better if we could have both good intentions and good consequences.

A corollary of the sacrificing of good motives for good consequences is this: the common-sense conception of ‘altruism’ seems to involve the idea that intrinsic motives are essential (Scott and Seglow, 2007). If the angelic hierarchy promotes good consequences but not intrinsic motives, then it could not be said to promote altruism as  understood. And while this would be a consequence it really adds nothing new to our discussion, it is perhaps worth stating: if given the choice between a few good consequences brought about by altruists, and a much greater number of good consequences by non-altruists, most would take the latter. Better 10,000 puppies saved from cruelty by non-altruists as opposed to 1,000 saved (and 9,000 not) by altruists. 

The intention objection is an important one: one that goes straight to the heart of a very deep issue in ethical theory, one that divides, as we have seen, Kant and Mill. While the issue deserves further consideration than I can possibly give it here, I hope to have shown that there are several plausible lines of resistance.

8. Conclusion: Ethical Push and Pull
The accumulation of wealth to enhance social status is a familiar idea in the West. It competes with the consumption model of wealth accumulation that says that the sole motive of wealth accumulation is related to consumption (present or future). The consumption model was challenged in Max Weber’s (1958) famous “spirit of capitalism” analysis that argues that the motive for wealth accumulation is not entirely related to consumption, but may be motivated by other considerations such as a good seat in heaven; or, as others have argued, enhanced social status that comes with wealth (Bakshi and Zhiwu, 1996). Lee Iacocca, former CEO of Chrysler, puts the point about consumption nicely:

Once you reach a certain level in a material way, what more can you do? You can’t eat more than three meals a day; you’ll kill yourself. You can’t wear two suits one over the other. You might now have three cars in your garage—but six! Oh, you can indulge yourself, but only to a point (Iacocca, 1989: 67, quoted in Bakshi and Zhiwu, 1996: 133).

A version of the spirit of capitalism hypothesis postulates part of the motivation for the relentless pursuit of wealth is in fact the pursuit of social status. The spirit of capitalism is only one means to achieve social recognition, that is, how social recognition is achieved appears to be culturally variable. And, as we have seen, some anthropologists and evolutionary psychologists have discovered evidence that some social groups accord higher social status to those individuals who are more inclined to pro-community acts. I have argued that such pursuit is mostly impossible for most of us at present, e.g., the rankings that the Shuar are able to make of one another in terms of their altruistic contributions is nearly impossible for the “common person”. Most of us will not have an endowed chair named after us, or a new wing at a hospital. In this regard, we are (with apologies to Marcuse) one-dimensional people. Given that we have a propensity to seek social recognition, and the only significant avenue for most of us to express this propensity is through the spirit of capitalism, it is not surprising that most of us imbibe the spirit of capitalism. It is also not surprising, given the limitations of our current practices, that people think that pursuit of wealth upon wealth is natural. For social status requires a system of signalling and tracking, capitalism’s material wealth accumulation offers one of the few means to signal and track.
 I suggest then that the angelic hierarchy is a means to reintroduce a competitor to the spirit of capitalism.

A related worry here is that the angelic hierarchy is too close to the spirit of capitalism: it sounds competitive. As an anonymous reviewer expresses the point: “Perhaps altruism is best left as an absolute notion, and to leave the hierarchies to greedy capitalists, imperialists and chauvinists!” I am not sure that I can fully allay this worry: after all, the angelic hierarchy is in some sense a hierarchy. Specifically, it gives us public standards for conduct. Notice, however, that it is not an exclusionary hierarchy like capitalism. Not everyone can get to the highest level of the capitalist hierarchy: there are only so many large houses with beach front property and servants to go around. The angelic hierarchy, on the other hand, is quite consistent with one and all of us reaching the top, of all of us being Seraphims. (Oh what a world that would be!)

Our proposal relates to a long-standing problem in ethics: whether ethics should be based on a system of “push” or “pull”
. Some understanding of the difference here can be had by considering again Kant’s shopkeeper example. Kant contrasts two sorts of reasons that a shopkeeper might provide a child with correct change even if the shopkeeper might have a reasonable chance of cheating the child. One is the prudential concern with maintaining a reputation for honesty. If the shopkeeper were to cheat the child, and be discovered, the shopkeeper would tarnish his reputation. A shopkeeper might well decide that it is in his best interest to cultivate the appearance of being honest and just for the sake of his reputation and his business success, that is, he may have merely prudential reasons for doing so. A different reason is that the shopkeeper might return the correct change because he realizes that he has a moral obligation not to cheat. In the Ancient world, ethics was understood in prudential terms: if we are to be honest or caring for others it must be because it is ultimately in our interest to be so, where ‘interest’ is understood prudentially. The push to be ethical then is our concern with how our lives go. Plato and Aristotle, for example, could understand the claim that we have an obligation to help others, so long as this is understood as ultimately furthering our own lives (Annas, 1993). Modern ethics tends to understand ethics in terms of the “pull” of obligation: it says that we may have a duty to perform certain actions that may often go against our own prudential interest. The angelic hierarchy is intended to make it easier for us to see helping others as contributing to our own welfare. However, it is consistent with the demand that our reason for acting is for the sake of others: we believe we have an obligation to do so irrespective of its contribution to our own welfare. The angelic hierarchy seeks to align ethical push and pull to make ours a better world: most of us see the point of helping others for their sake, but also, if we are honest with ourselves, find a certain satisfaction in public recognition and appreciation of our efforts. 

While I have tried to make the argument for the angelic hierarchy, I fully admit that the case here is far from conclusive. It was noted above, for example, that the angelic hierarchy seems to engage in a very practical way the debate in normative ethics about intentions versus consequences of actions. And while I believe further reflection and criticism of the angelic hierarchy ought to be welcomed, I also believe, as noted above, that ultimately the question of the value of the proposal will not be settled short of actually implementing the suggestion: it is a social experiment, one which may have unanticipated results. However, the possibility of failure here must be balanced against the fact that the effort to set-up the angelic hierarchy is comparatively minor in comparison to its possible benefits: creating a public much more interested in pro-community efforts. Indeed, even if one put the odds at 10,000:1 of it working, it seems worth the comparatively small effort to set it in motion. Nor must we imagine the system being nearly universally adopted for it to have influence or for us to have feedback on its viability. If it were adopted as part of the admission consideration for even a single university then it might have some influence, or if leaders of political parties were scrutinized in terms of their angelic rating then the angelic hierarchy might have some influence. We should be cognizant of the fact that there is a whole continuum of cases between universal adoption of the angelic hierarchy and it having no influence. 

Finally, a word about technology. The angelic hierarchy makes essential use of computer technology: the limited information storage capacity of the human mind means that tracking of altruism is otherwise impossible in our contemporary social setting. In an era where discussions of the possible effects of technology on civilization focus on “sexy” technologies like nanotechnology and genetic technologies, we should not overlook the possibility that a seemingly prosaic technology, simple computer data-bases, might also have a revolutionary role to play in making a better future.  
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�	 I would like to extend warm thanks to two anonymous referees who provided extensive and challenging comments on an earlier draft. 


�	 An excellent survey of different senses of ‘altruism’ over a wide variety of academic disciplines including biology, economics, and social psychology, can be found in Scott and Seglow (2007). Scott and Seglow provide a first-rate philosophical analysis of the question about the interrelatedness of these different senses.


�	 For example, evolutionary biologists often understand ‘altruism’ as having no intentional condition. Again, see the excellent discussion in Scott and Seglow (2007) for more on this topic.


�	 In what follows we shall leave aside the question of whether or to what extent altruism applies to acts between relatives and friends.


�	 This includes residents who live in the village “suburbs” one to two miles from the village center. Price, personal communication.


�	 The thought here of course is that one can show up for a community work session but not work very hard. Price and his colleagues found a strong correlation between the perceived hardworkingness of individuals and the actual hardworkingness of individuals (measured in the number of machete swings in six public work sessions). An anonymous referee points out that there is some debate as to whether altruism is really possible in small pre-modern societies. It has been maintained, for example, that social roles in such societies dictated behaviour to such an extent that persons typically lacked the discretion to choose to help others (Scott and Seglow, 2007).  The studies by Price et al. suggest that even if social roles in small pre-modern communities dictated to a large extent when and where pro-community behavior was expected, still there is great variability in how individuals live up to their respective social roles, e.g., some members were quite slack, as measured by attendance at community meetings and the number of machete swings performed in public work sessions, others were more industrious.  


�	 Miller’s (2000) prognostication that we may become more altruistic as capitalism goes out of style does not provide a mechanism to track and signal altruism of individuals.


�	 There are legal distinctions between not-for-profits and charities, that we cannot go into other than to note that all charities are not-for-profits, but not vice a versa. 


�	 Miller’s idea is that one might signal one’s ethical nature by investing ethically. While I don’t think there is any principled reason why one’s investments might not signal a certain amount of altruism, there are a number of difficulties about how this is to be signalled and measured. However, we should generally welcome proposals to increase the scope of what may be tracked, so long as the tracking is sufficiently impervious to cheating.


�	 Individuals might also donate goods, but I will lump this under the category of ‘money’ on the assumption that a dollar value from the non-altruistic market can be attached to the goods.


�	 I welcome suggestions for a less sectarian name for the hierarchy. It is perhaps worth noting, however, that this idea of a hierarchy of angels has mostly disappeared from contemporary Christian thinking.


�	 An anonymous referee points out there is a significant worry that any scheme that systematizes altruism is open to co-option by governments into obligatory policy (Titmuss, 1997). I have no general answer to this worry, but I agree that it should be addressed before implementing the angelic hierarchy. I also agree with the referee that if so co-opted it is likely to remove the vital “voluntary free motivational aspect of altruism.” Scott and Seglow (2007) offer a helpful discussion of this worry and explore the relationships between justice and altruism, as well as allied notions such as obligation and supererogation. 


�	 An anonymous reviewer points out that the problem of cheaters here is potentially related to the problem of “green beard” altruism discussed in evolutionary theory. (See for example, Jansen and van Baalen (2006) for discussion and references). In such contexts, ‘altruism’ is often understood as behaviour that benefits another at the expense of one’s own fitness. The existence of such behaviour is at least initially puzzling from a Darwinian perspective. A popular suggestion is that such sacrifices may make sense if they are reciprocated: a group of reciprocating altruists might have greater fitness as compared to  a group of non-altruists. For this line of explanation to work, altruists must have some means of recognizing one another, hence the thought of green beards. The problem arises in that it looks as if some organisms might exploit altruists, e.g., a non-altruistic organism that sports a green beard would receive the benefit of other organisms sacrificing their fitness, but if it does not similarly reciprocate then its fitness should be improved. Among the potential differences here is the question of the relation between the evolutionary biologist’s understanding of ‘altruism’ and the commonsense understanding of this term (Scott and Seglow, 2007). Another is that the information about which organisms are altruists is genetically encoded in the case of green beard altruists, whereas, we are thinking about non-genetic encoding of information. Despite these differences, it may be that discussions of green beard altruism may further illuminate our problem of cheating. 


�	 I am grateful to an anonymous referee for this way of putting the point.


�	 Strictly speaking one might worry that the data here is evidence only of correlation, and so not sufficient to confirm a causal conjecture. This is of course a reoccurring worry in social science research that we will pass over here. However, it is worth pointing out that there may be some controls here: if two countries X and Y have similar levels of contributions to charities prior to the implementation of the angelic hierarchy and country X but not country Y institutes the angelic hierarchy, and if country X but not country Y’s contributions rise, then we will have some additional evidence that the angelic hierarchy has this effect. Of course, even in this case a determined skeptic can make the charge of post hoc ergo propter hoc reasoning. 


�	 We will explore this claim further in the following section when we discuss motivations. 


�	 This conjecture of course presupposes that the angelic hierarchy promotes the sort of behaviour that might serve as one exemplar for moral education. We need not assume here that this is the sole exemplar for moral education. Seglow and Scott (2007) rightly caution against thinking that altruism is co-extensive with moral action.


�	 To foreshadow Mill’s (2002) example discussed below.


�	 Reference deleted for review purposes.


�	 Nor will it do to cite Kant here. Modern Kantian scholarship (e.g., Baron (1995) and Wood (1999)) has put to rest the caricature of Kant that actions do not have moral worth if there is even the hint of extrinsic motivation. According to such interpretations, Kant’s famous shopkeeper who realizes that providing correct change to a child will be to his advantage can still act morally if the reason for providing correct change is for the sake of duty, not that it will be to the shopkeeper’s advantage. On this interpretation then, Kant will not deny that if we take pleasure in some act that this makes the act not morally praiseworthy, so long as the act is done for the right reason: for the sake of duty and not for the sake of self-love. 


�	 Thanks to an anonymous referee for this point.  


�	 Hurka (2001) shows in a convincing fashion how consequentialists can account for the goodness of intentions. 


�	 This is hardly the place to launch into Kantian exegesis, but even Kant recognizes morally valuable states of affairs like feeding children. What Kant would  deny is that people’s actions are morally praiseworthy for bringing about these states of affairs if their reason for doing so is the principle of self-love rather than the principle of duty. 


� Another system of signalling and tracking comes from military ribbons and medals. 


� 	These terms come from Nozick (1981). 







