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The number of persons that a single individual can kill in half an hour has risen dramatically in recent history. It was only a few centuries ago that the best one could do in this respect was to dispatch a couple of dozen or so people in this time frame with a sword. Such numbers would depend crucially on the skill and the strength of the swordsman. For over a century now, mechanized weaponry such as machine guns has increased this number into the hundreds, chemical weaponry into the thousands, and nuclear technology into the millions. And no longer do assailants require great physical prowess or skill: these technologies leverage the power of our minds, not our bodies. As horrifying as this is, developments in technology promise to only increase this number.  In a small secret lab set up for a few thousand dollars, terrorists could—even as you read this—be working on a virus with the potential to wipe out humanity. Much of the knowledge is freely available online. For example, research scientists have published genetic information about the Spanish flu that killed millions of people in 1918 (Tumpey, et al. 2005). One could set up a small genetic lab in one’s basement or garage for a few tens of thousands of dollars (equipment can be ordered online for your convenience) and start constructing the next pandemic virus.
 Looking just a little further down the road, a number of technologists have theorized that self-replicating nanobots could potentially be deployed to destroy humanity.
  It’s horrifying when we hear about thousands of innocents killed by a handful of terrorists, or the lone gunman’s victims in shooting rampages in high schools and universities; but it’s absolutely unthinkable that the same individuals might be able to, in the foreseeable future, turn this same destructive rage against all of humanity. The primary worry here, of course, is that it is difficult enough to get whole nations to work peacefully and co-operatively, how can we possibly think that we could do this for all living individuals? That is, even if we could get every government to foreswear the developing technologies that could potentially put the whole world at risk—wipe out every last single human—how will we ensure that individuals will not do so? As intimated, the problem is that there is some possibility that such weapons could be developed in secrecy by a single person or a few individuals. Detecting a small genetics lab is not like looking for evidence that Iran or North Korea is building atomic weapons: there is no large-scale infrastructure that is visible from spy satellites in orbit. The problem is more like this: how do you know that your neighbor is restoring a 1969 Ford Mustang in his garage, as he claims, rather than using the space for a genetics lab? Thankfully, the number of people bent on destroying many or all humans is fairly small, but the fact that there are some is in itself a significant worry. What are we to do about this?

  One suggestion that has been promulgated is the idea of universal surveillance.
 Of course we are familiar with increasing surveillance in our world: there are cameras that monitor our streets and our transactions at ATMs. Still, it is easy to wonder how so many cameras might be installed to make clandestine weapons development impossible. One suggestion is what is sometimes called ‘smart dust’. Universal surveillance through smart dust is a prediction that microscopic video, auditory and other sensors could be manufactured for next-to-nothing, and dispersed throughout the world. Much like the ‘dumb dust’ that continually settles on our household furnishings, smart dust would be dispersed by air currents and be equally pervasive in our environment. The information from the individual smart dust sensors could be sent to the Internet, since each individual mote of smart dust would have two-way communication with nearby motes allowing a wireless connection to the Internet. In this scenario everyone with Internet access could see what everyone else is doing. The thought then is that it would be impossible or at least much less likely that individuals or a small group of individuals could succeed in their destructive plans. Think about the Unabomber. He was able to evade capture for over two decades despite a small army of FBI attempting to discover his identity. With smart dust it seems likely that Ted Kaczynski would have been apprehended much earlier, since it would have been possible to view his bomb-making activities in his remote Montana cabin on the Internet.  

True, smart dust is only on the drawing board at this time, and so this may sound like mere science fiction, but the technology is much closer than one may think. 
 For example, RFID chips have been miniaturized to an amazing extent in the last decade or so. The small speck on the finger in the picture below shows a RFID chip by Hitachi that was used on the admission tickets to the World Expo in 2005. 
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Hitachi has recently announced that they have succeeded in creating an RFID chip with the same memory capacity that is 1/64 the size. The picture below shows these new chips in relation to a human hair: 
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Of course these RFID tags don’t quite have the capabilities projected for smart dust (they are basically a 128 bit ROM), but here too miniaturization is proceeding at break-neck speed both in academia and private industry.

While universal surveillance used in service of security may not completely eliminate the possibility of widespread or global extinction, it certainly may seem to some a promising strategy within an overall defensive package. And to this extent we may see moral value in universal surveillance. Contrariwise, the main objection to smart dust is a moral one: it impinges upon our privacy in a manner that is without precedent: even the dense network of spies working for Stalin during the 1930’s in the Soviet Union were not nearly as invasive to privacy as smart dust would be.  The moral dilemma here might be put in terms of how to morally weigh privacy versus security.

To understand this dilemma, a few words about ‘security’ and ‘privacy’ are first in order. The term ‘security’ we will understand as the absence of violence and threats of violence. It should be clear from this understanding that security can be had or undermined in varying degrees, e.g., the Cuban Missile Crisis presented more of a threat to our security than the malicious activities of the Unabomber. This understanding of security is broader than the traditional notion that understands security in terms of absence of military threats or attacks to the nation (Haftendorn 1991, Miller 2001). Our understanding includes the phenomena covered by the traditional definition—war and the threat of war is covered by our understanding—but also the absence of violence, or the threat of violence by non-military persons, e.g., terrorist organizations or lone individuals bent on destruction. Conversely, our definition is narrower than the expanded concept of security that has recently developed, particularly since the end of the cold war, which includes freedom from threats of disease, natural disasters and environmental degradation (Ullman 1983, Miller 2001). The reason for holding to a narrower understanding of ‘security’ is simply that it best serves our present purposes. There is no suggestion that other understandings of ‘security’ might not be more appropriate for different purposes.

The concept of ‘privacy’ is also contested. Legal and moral reasoning about privacy includes interests in:

(1) determining what information others may have about oneself

(2) determining what access others have to one’s physical and mental life

(3) self-determination with respect to family, friends and lifestyle choices (DeCew 1997)

For our purposes we will understand privacy narrowly as the capacity to determine the content, extent and timing of information about oneself that others may have (Westin 1967, Parent 1983), that is in line with (1) above. The reason for this narrower understanding of ‘privacy’ is, again, that it best serves our present purposes. There is no suggestion that other understandings of ‘privacy’ might not be more appropriate for different purposes.

Sometimes it is suggested that people may not mind or at least would get used to universal surveillance because it has a much more democratic or egalitarian element to it than traditional methods of surveillance.
  For as indicated, the suggestion is that everyone would have access to information about what everyone else is doing—everyone would suffer a similar erosion of privacy. This then points to symmetrical exchange of information so unlike that which existed under Stalin, when information was collected and concentrated in the hands of the few, and used against the many.
 David Brin (1998) has argued that our basic choice is between governments and other authorities collecting information on the citizenry; or, the mutual collection of information by governments on citizens and the citizenry collecting information on authorities. The latter is more democratic, and provides more freedom and security. As radical as Brin’s thesis seems to many, Brin too draws a line at how far information gathering should invade upon privacy. He says,  ‘I surely won't give up essential privacy: of home, hearth, and the intimacy that one shares with just a few’ (26). 
 Ubiquitous smart dust poses a threat to what Brin terms ‘essential privacy’, for security concerns do not stop at the door to home and hearth: murderous plots can be nurtured at home just as well, if not better, than anywhere else. 
I do not want to directly enter the debate here about the moral dilemma created by a concern for security and privacy, that is, the question of how we should weigh the value of security against privacy. Rather, for the purposes of this paper we shall hypothetically assume that the value of security trumps that of the value of privacy given the above reasoning: the magnitude of the risk that we face with the misuse of genetic technologies and nanotechnology demonstrates that it is good and wise to renounce our privacy in favor of security. If you think it is wrong (or even crazy) that we should give up privacy, especially what Brin terms the essential privacy of home and hearth, for the sake of security, don’t worry. I will argue that valuing security leads to valuing at least a certain amount of privacy. So, the argument is that whether we take security or privacy as more important, it turns out that we should value a certain amount of privacy. In other words, the argument is that the extreme security position, we ought not to be concerned at all with privacy, is self-refuting: valuing security requires us to value at least some privacy.

The reason I foresee for this is that it will be difficult to convince enough people to appreciate the urgency of renouncing privacy in favor of security. The rationalization for ranking the value of privacy above that of security is likely to be multifarious. Some will not believe in the potential destructive power of these technologies and so will not be willing to give up their privacy. Others will think that even if these technologies do have such destructive powers, the innate goodness of every human being is such that they would never turn such technology against humanity. Some will see (quite rightly perhaps) that universal surveillance will weaken their position of power.  It is, after all, potentially a radical democratization of the power of information. Many will find it so restrictive of their liberty that they’ll be willing to risk global extinction. Others may be simply too modest: they would rather risk global annihilation than suffer the embarrassment of being seen naked or worse.  

I am not suggesting that any of these are good reasons: as indicated we are assuming for the purposes of the argument that it would be good and wise to trade our privacy for security if we could. What I am saying is that (rightly or wrongly) a large number of people will object to universal surveillance. It does not matter that we may think that it is the height of immorality and stupidity to renounce the security that smart dust might provide simply because, for example, one is afraid of others looking at them naked. This does not change the fact that for some this will be a reason, and so too will large numbers of people resist smart dust for the reasons adumbrated above. 

Now it may be thought that such resistance will not matter since smart dust will be ubiquitous just like dumb dust. Resistance will be futile. However, dumb dust can be resisted and so too, can smart dust. For example, if you are interested in keeping your privacy, you might send out a large electromagnetic pulse into your living space to destroy the electronics in the smart dust. Once you destroy all the smart dust, and keep positive pressure in your domicile, you keep more smart dust from entering. The diabolical might also try to hack the smart dust network, e.g., a misanthropist might reprogram the smart dust around his garage to send back auditory and visual input suggesting that a ‘69 Mustang is being restored while in fact he is using the space to develop biological weapons. It’s true that one might be able to design smart dust to be impervious to such attacks; but this will drive up the cost of the smart dust, and lead to an escalating arms race between those who seek their privacy and those interested in universal surveillance. There are, after all, a number of avenues that one might use to attack smart dust, which include pressure, heat, radiation and chemicals, in order to try to maintain a ‘clean room’ free of smart dust. So, a sufficiently high dose of ultrasound might destroy at least some smart dust designs. One might try high intensity infrared light as a means to cook the smart dust, x-rays or a chemical bath for the room. In this sort of battle it is generally easier to make a small breach in the defense than to ensure universal coverage of the defense net. This would be another instance of what is sometimes referred to as ‘information warfare’.  So long as there’s significant opposition to smart dust and a continuing battle between those resisting universal surveillance and those promoting it, it will be enough for those who would destroy humanity to simply get lost amongst a large number of those seeking personal privacy for non-security threatening reasons. For example, suppose on a monitor we observe via the smart dust network someone come home and flick on a switch that sends out a large electromagnetic pulse destroying all the smart dust in the room, and so thwarting our attempt to observe her further. One thought, of course, would be that this person was seeking privacy in order to construct some humanity-destroying weapon. However there is a greater probability that the person is simply seeking her privacy for more domestic matters.  

This suggests an additional reason some may resist smart dust: a version of the ‘tragedy of the commons’
. That is, some might hope to opt out of universal surveillance because security is a ‘common good’, and so individuals will have little incentive to sacrifice their personal privacy to promote the common good. Of course, the problem is that many may reason this way, and thus reduce the effectiveness of universal surveillance. One might hope that governmental regulations would make such electronic pulse and other attacks on the smart dust network illegal. But as noted, universal surveillance promises to democratize power, so many political leaders may be reluctant to pass such legislation. Of course, if this is to be an effective deterrent again those individuals, organizations or nations who seek to destroy humanity, then such legislation would have to be pretty well universal amongst the nations of the earth. The likelihood of this happening in the near-term does not seem high. This will require a wholesale change in societal attitudes. For those worried about security, the problem here, echoing Malthus, is that technology changes geometrically while societal attitudes change arithmetically. 

Despite the foregoing somewhat pessimistic line of reasoning, I want to suggest that there may be a way that we can keep all or most of the benefits of universal surveillance while assuaging many, if not most, of the concerns about loss of privacy. What I want to argue is that we can develop software that will protect the privacy of individuals while still allowing us to obtain sufficient information about potential global catastrophic risks. The suggestion is for ‘farsighted surveillance’: to view the world, not people. One way this could be done is to use computer software to remove people from our smart dust view of the world. Presently, I am writing this in a hotel room. If there were smart dust in this room with me at this moment it would show me working on my laptop. Imagine a computer program were devised to remove me from the picture of the room. Although I am sitting in a chair, the image provided would show the chair empty—a computer program would extrapolate what the chair would look like if no one were sitting in it. Those observing the hotel room on their monitor would see an empty room, but not an unchanging room. One would occasionally see a coffee cup moving, the keys on the computer moving, the shower running etc. Still, one would not be able to determine my identity from these facts alone, nor whether I was here by myself, with my wife or engaged in some extramarital affair. This begins to touch on at least some of the worries people have about privacy: under this scenario no one will see me naked, having sex (with others or myself), relieving myself, and so on. On the other hand, the information available should be sufficient to see whether I am plotting to destroy the world. If the table in the hotel room were festooned with components necessary to make a bomb, and one could see the pieces slowly coming together, it would be possible to see the emerging threat without knowing the identity of the person creating the threat. And there are at least two ways to learn the identity of the person and thwart the threat. The first being that one could simply inform the police and have the individual arrested. So, for example, suppose smart dust in the Unabomber’s remote cabin allowed us to see the bombs being made by Theodore Kaczynski. We could inform the authorities and learn about his identity upon his arrest. The second is that we might allow the computer code, which blocks humans from appearing on the screen, to be overridden in some cases. Here is one of many different possible protocols that might be developed to support such a position: suppose you see on your computer screen something like a bomb or a lab where a virus is being created in some distant part of the globe. You inform one or more privacy committees that determine whether the computer code that protects individual privacy should be broken. A committee is composed of three weapons experts and three experts on individual rights. They meet and agree that there is a threat, and plug in their security over-ride codes, which in turn reveals the identity of the individual. Since the activities of the committee themselves are open to inspection, at least some of the risk of a centralization of surveillance would be mitigated. 

I call this ‘farsighted surveillance’ for two reasons. First, we should want our surveillance to be blurry about the close-up details of individuals’ personal lives. If our goal is security then the details of peoples’ personal lives—who they are sleeping with, what they are smoking, etc.—are actually noise in the system. How blurry the details of one’s personal life should be will clearly be a matter of some dispute. For example, we could think of ways to further protect the privacy of individuals such as developing software to blank out what is being written on a computer screen. This seems quite possible and would protect the privacy of secret lovers, for example. On the other hand, people could be hatching plans for universal destruction on their computers, and so it would seem important to monitor a person’s computer activities. A compromise might be reached by sophisticated software that can determine whether the material is personal in nature or whether it is potentially useful in genocidal activities. Certain spy agencies allegedly monitor Internet traffic at present with the aid of software designed to search for terrorist communication. Presumably this same software could easily be adapted to read computer screens with the aid of an OCR system. Likewise, we can imagine less privacy than the scenario sketched above. Images of persons could be replaced by ‘stick figures’; thus, the picture of the hotel room might show a stick figure sitting at a desk writing this paper. You could not determine identity from the stick figure, but you could determine, for example, how many people were in the room. What can be done here to protect the identity of individuals will depend in part on the sophistication of computer software. In effect, we might imagine this as a ‘volume control’ on privacy: a control that might be raised or lowered depending on our needs and the sophistication of our technology. Obviously, how much intrusion into privacy ought to be permitted is an important question, but I don’t want to make any specific recommendations here in part for fear that it will deflect from the more general point: we may be able to meet most of our security needs without compromising too much in the way of personal privacy. 

The second reason for calling this ‘farsighted’ is that I believe it makes universal surveillance a much more realistic possibility. The reason being that I conjecture that the opposition to universal surveillance will be directly proportional to the degree that surveillance intrudes on our personal lives. By our ‘personal lives’ I mean something very broad, specifically, our activities that are not directed toward murder, genocide or human extinction. Admittedly, blocking out personal information with software may allow further scope for those attempting to destroy humanity to evade detection. However, the suggestion is that this will be more than compensated for by greater acceptance of surveillance. So, for example, if there is no privacy software, that is, if the privacy volume is set at zero, then we can imagine that tens of thousands if not millions of people might attempt to disrupt the smart dust network. If much of our privacy is maintained then this number (it is conjectured) should fall drastically. Investigating a few hundred or a few thousand attempts to evade the smart dust network is a more manageable number. Of course not all of those attempting to evade the smart dust network will be bent on creating civilization-destroying weapons, but, if there are such individuals, they will almost certainly be among the number attempting to evade the smart dust network. The following graph summarizes the conjectured relation:
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In terms of security, arguably the best possibility seems to be the upper right hand corner of the graph where 100% of the population has no privacy, that is, where surveillance obtains extensive personal information. The worst security outcome is where no one is under surveillance—anywhere on the left hand side of the graph. As intimated, a second conjecture here is that sophisticated software will mean that it will be possible to filter out personal information with little loss in security. That is, 100% surveillance with no privacy will not provide significantly more security than 100% surveillance with many protections of privacy. If this is correct, and if security is our number one priority, then we should consider attempting to assuage resistance to universal surveillance by building in safeguards to privacy. 

Just to be clear: my argument is not that we ought to balance the value of individual privacy against the ideal of security. To the contrary, my argument is this: suppose that security trumps all consideration of the value of privacy. How would we best realize this? The answer is to develop some compromise to allow for privacy, that is, to make surveillance farsighted. The reason again is that it is entirely foreseeable that many will not see such a commitment to security as wise or just. They will not fully appreciate the risk to civilization that modern technologies pose, or they may be more concerned with the discovery of their extramarital affair than the potential end of humanity, etc. So long as people do not place security as the number one goal then there is the real possibility that they will resist smart dust and other surveillance methods both in their personal lives and at the level of public policy. The thought then is that even if there is some loss of information entailed by farsighted surveillance, this will be more than compensated for by less resistance to ubiquitous surveillance. In other words, the view that we ought to be concerned exclusively with security—perhaps because of the extinction risks mentioned above—is self-refuting: if we hope to increase security through increased surveillance then the best means to achieve this end is to accommodate at least some privacy concerns, that is, to make surveillance farsighted. It is worth emphasizing again that there is no suggestion here that farsighted surveillance would completely eliminate all attempts to evade surveillance. Obviously would-be terrorists will have motivation to attempt to do so, as will hackers and others—if only because it is a challenge. At best the hope with farsighted surveillance is such attempts to evade universal surveillance will be reduced to a manageable level, not that they will be completely eliminated. 

It is worth noting too that the argument shows only the necessity not the sufficiency of farsighted measures as a means to ensure that attempts to increase security through universal surveillance succeed. The reason it may not be sufficient is that it is difficult to tell at this stage whether people would be willing to accept farsighted surveillance. As argued above, the less information obtained about personal lives the more willing people may be to accepted universal surveillance. The question is whether the resistance to farsighted surveillance will be sufficiently low that instituting universal farsighted surveillance will actually increase security. After all, some attempts at increasing security may actually decrease security, e.g., it is conceivable that using racial profiling in an attempt to catch terrorists could actually increase terrorists’ attacks. Similarly, before attempting to deploy farsighted surveillance for security reasons we would need to be reasonably confident that it would not actually undermine efforts to increase security. Acknowledging that farsighted surveillance is not sufficient to guarantee increased security is consistent with our earlier argument that it is necessary: without farsighted measures we can be reasonably confident that attempts to improve security through (non-farsighted) universal surveillance will be less effective.
 

Developing software to protect privacy may have a good and unintended consequence: it should provide additional impetus to develop sophisticated software for detecting would-be mass killers. For example, if we want to protect the privacy of someone writing a love letter on their computer then we will need to develop software that can distinguish love letters from letters about (say) biological weapons disguised as love letters. The more sophisticated our software, the more we can protect privacy, that is, the more we can afford to keep our personal lives private from one another. On the security side, such software development would be a major advantage. It would be pretty difficult for humans to continually monitor every other human without computer assistance. Presumably the vast majority of Ted Kaczynski’s time was spent in non-terrorist related activities, e.g., eating, sleeping and so on. The amount of time he actually spent working on his bombs may have been a very small part of his routine. Software that could wade through the minutiae of people’s lives to look for tools and components for weapons would be extremely useful. If we attempted to do so without software help it would take up much of our time. Moreover, without some incentive to the contrary, if humans could see into private lives, most people would peer into the lives of intimates and celebrities, while little time would be spent peering into the lives of those who are most likely to attempt genocide. More importantly perhaps, software may be much better at recognizing threats than most, if not all, people: two terrorists could appear to be writing love letters and exchanging gifts and you and I might not be able to detect that they were writing in code and exchanging parts for weapons. Sophisticated software may have a much better chance at detecting such activities. A similar point applies to the actual creation of weapons: sophisticated software might be better than most humans at distinguishing between someone using a soldering iron for benign purposes, like fixing a computer, as opposed to making a bomb. So the development of such software is important for security reasons. It seems too that those advocating privacy would have strong reason to promote the development of such software if the alternative is to have humans monitor one another without privacy software.

The policy recommendation then is simple enough: to the extent that we value universal surveillance as a security measure, we should develop software to make surveillance farsighted. Although our argument was predicated on future developments in weapons and surveillance technology, the same line of reasoning has some limited applicability to our present situation. As noted above, it is no secret that many of our public spaces are presently under surveillance, even if we are often not mindful of this fact. (Ironically, after speaking about smart dust to a philosophy class a student pointed out something I had never noticed: our classroom had a security camera neatly and unobtrusively mounted in a back corner of the room). We might ask whether we should seek to turn up the privacy volume on current surveillance practices. We certainly have the basic technological building blocks to do so: software that discriminates human faces from other objects is ubiquitous in digital cameras. So, the basic idea seems plausible enough: face-recognition technology could be used to increase the privacy volume by blurring-out the identity of individual faces. Only when there are actual signs of maleficience would it be necessary to override the program to identify suspected criminals. A record of when and why the privacy software is overridden should go some small way to making sure that surveillance is used for legitimate purposes, and help assuage fears that it is being used for illegitimate purposes. In short, we should always ask about any surveillance practice: To what extent can we maintain both privacy and security with surveillance? That is, can the privacy volume be raised while preserving security? In many cases, I believe the answer is ‘yes’. Admittedly, at best I have only provided a rough outline of how this might be possible at present. Providing a more definitive answer as to what is possible in the way of farsighted surveillance requires a better understanding of current and prospective developments in technology—something that is beyond any competence I may have. So, it is my sincere hope that those with the relevant expertise to evaluate the technological aspects will weigh in on this proposal. 
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� Popular accounts of the threat from biological agents can be found in Joy (2000) and Rees (2003). See also Wenger and Wollenmann  (2007).


� Freitas (2000). 


� Van Nedervelde (2006).


� A very good overview of the current state of the art and possible future developments is offered by van Nedervelde (2006).


� These pictures are from Christensen (2007).


� Warneke et al. (2001), and Van Nedervelde (2006).


� Thus, there is no intention here to join the debate about the proper use of ‘security’ (Miller 2001).  Furthermore, it seems likely that the ends of an expanded notion of security such as that offered by Ullman noted above (which includes an absence of threats from disease, natural disaster and environmental degradation) might also be served by universal surveillance. However, we shall leave these possible connections for a different occasion. 


� See DeCew (1997) for review and criticism of the narrower understanding. 


� Brin (1998) and van Nedervelde (2006).


� This idea of ‘watching the watchers’ is sometimes described as ‘sousveillance’ as watching from ‘underneath’ whereas ‘surveillance’ is the watching by authorities from ‘above’ (Mann, Noolan and Wellman, 2003). I shall use ‘surveillance’ throughout in a more traditional sense that does not distinguish between ‘top down’ and ‘bottom up’ observation.


� Similar remarks can be found on p. 334.  


� Hardin (1968).


� Obviously there is at least the possibility that non-farsighted surveillance might work if backed up with a Stalinistic police force and system of informants. I think it is safe to say that proponents of increased security through universal surveillance are not advocating universal surveillance backed up by such a police force as a means to increase security. 
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